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* PipeDream: Generalized pipeline parallelism for DNN training
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* PipeDream: Generalized pipeline parallelism for DNN training
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Figure 1: Computation Graph for MLP.
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Figure 1: Computation Graph for MLP.
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Bubble time: p-1 Bubble time: 2(p-1)
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Result bubble rate=1.98%
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o XTLbV-zBE57ZB-H2, Pt 5% zero bubble
o {BV-ZBIXFHZB-H2H—¥N7F, SR AL —H
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TRIK KBS AR IE{ERNF
1F1B PR M
Interleaved 1F1B | R/v M*(1+1/v)
ZB-H1 R/3 M

ZB-H2 0 2M

V-Min 2R/3 M/3
V-Half R/2 M/2

V-ZB 0 M

* BRIE £4hiPP, JCoffload/recompute
*FE:
p: number of devices

n: number of microbatches

%

BEHEZTE W ZNA
BEHREEXTE W ZNA
fRES /AR

Zero Bubble

A[EBRR &/INNTE
FEEAFEERAE
WN7E R §F#IZero Bubble

M: activation memory of the entire model
v: number of model chunks on each devices for interleaved 1F1B



iHBHH B 5 ATFER Pareto Frontier

Model: 9.6B; d=16; n=64; mbs=2 Model: 21B; d=24; n=96; mbs=1 Model: 38.5B; d=32; n=128; mbs=1
B-2P B-2P V-ZB
50 A
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~ 45 1
E X
olF1B = olF1B «.F1B
i 404
] =
35 A
10 20 30 40 10 20 30 40 10 20 30 40 50
Activation Memory (GB) Activation Memory (GB) Activation Memory (GB)

* ZB-2P OOM



| 2=
. BAEERNTREBELNB/NAE, RKLHFTRILELRBET

o BEEATPHIBEHEA 4 K (—HZIANTP8H 20-30%overhead), AT X BT R

M ERTPMAZPP?

o AR EFRERALPP(SEPP+DP) ? LbiN, AT EEMA64 PPIIZE—1TH64D
layerfP= Y 2
PPHactivation memory{h A = 1E RKB|o) &R - TP8AEE Hlactivation R B, {EPPS8TL
HHv-minth 5~

- Vocabulary layerSE ) 15/ R EAR B E SR A IEE KB O] fR

o BAIFEMRXEA B



PipeOffload

S sea



| Tk HTOT B

o TENMIVINZENEERET, Al RMEEKRE
o Wi REE - e BB EAEZSHIGPUINIZE ZHIHHE?
o [ 2i RN - iEE B EHE ZRIGPUIIZRERRIEE ?

o F[EJLMHRIFRS

- DP&CP{IPK, JEEHE

- TP FEENEEY SIS GPY
- PPL1PK,| 2ZZllFActivation Memory




| ik £ 34789 Activation Memory R 1%

[
peak memory < | T]m

- HERAREZIRERN, £FEY (O)FAT, /mEILT/)N, RLEREFER

21
>

- BEE1LPPAYActivation Memory R 2SR & 7 - {&BhCPU
offloading 45 £ 17 E HA



I Activation Offloading (EICPURITF)

PP Activation|a) 8l 3 B FE & {pactivationEF} BB K& EH, BK4E
fn FE 2 th Z ik 75 T 8] A 48 2 KRBT (8] Offloading

Offload (D2H) -
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I Offloading Bound

INBRBAE X
_T,__10 B
T, 3(6h+s) B,
H thTo/TcH Al & — 4 transformer layerf40ffloadBf|8] 511+ & BF[8], Bo/Bc
EGPURIFEL/ITERM

Rk — N IrS B A 1RENBOffload Z 4 N TFE R X B HEFR
mA., kkEttFh (model dimension)¥s (sequence length)

XL BERBX, FA#ic, #BE Foffload
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Time

PipeOffload
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Number of pipeline stages for offloading per device
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HiE £ GPU L Activation Memory
DP M

TP M/D

PP (1F1B) M

PP (V-Min) ~M/3

PipeOffload (Selective) ~(1+2/v)* M [ 8

PipeOffload (Full) O(M /VD)

M: activation memory of the entire model

D: number of GPUs
V: number of model chunks on a GPU
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HiE £ GPU L Activation Memory
DP M

TP M/D

PP (1F1B) M

PP (V-Min) ~M/3

PipeOffload (Selective) ~(1+2/v) *M | 8

PipeOffload (Full) O(M/VD)

E/I::nauc;cri]vbae;cioonf rgslrJnsory of the entire model PP E"] W ﬁ% E EJ- ,DJJ:lf,TP

V: number of model chunks on a GPU Eiﬁl
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I Motivation

o MBEZESUMHMIER, WRK/NMNE—FIBK

Ratio of activated parameters

Activated Parameter Per Hidden Vocabulary  between output and
Model Transformer Layer (M) Size Size transformer layer
Gemma2-9B 198 3584 256000 4.63
Gemma2-27B 566 4608 256000 2.08
Deepseek-v3-671B 607 7168 129280 1.53
Qwen2-7B 231 3584 152064 2.36
Qwen2-72B 884 8192 152064 1.41
Llama3-7B 234 4096 128000 2.24
Llama3-70B 862 8192 128000 1.22
Llama3-405B 3198 16384 128000 0.66
Mixtral-8x22B 355 6144 32768 0.57

Mixtral-8x7B 212 4096 32768 0.63



I Motivation

o MBEZESUMHMIER, WRK/NMNE—FIBK

Ratio of activated parameters

Activated Parameter Per Hidden Vocabulary i between output and i
Model Transformer Layer (M) Size Size i transformer layer i
Gemmaz2-9B 198 3584 256000 i 4.63 i
Gemma2-27B 566 4608 256000 i 2.08 i
Deepseek-v3-671B 607 7168 129280 i 1.53 i
Qwen2-7B 231 3584 152064 i 2.36 i
Qwen2-72B 884 8192 152064 ' 1.41 !
Llama3-7B 234 4096 128000 i 2.24 i
Llama3-708 862 8192 128000 11.22 i
Llama3-405B 3198 16384 128000 i 0.66 i
Mixtral-8x228 355 6144 32768 1 0.57
Mixtral-8x7B 212 4096 32768 i 0.63 i



I Motivation

o MESESUMBER, WEA/NME—HBA 4 Compae Reiemers
Zof
oL
i Ratio of activated parameters i g : I
Activated Parameter Per  Hidden Vocabulary ' between output and i g 2|
Model Transformer Layer (M) Size Size i transformer layer i l#_t 1 | |
Gemmaz2-9B 198 3584 256000 i 4.63 i 0 32 Voitlgmarlfgli;e 25‘6k
Gemma2-27B 566 4608 256000 ' 2.08 i
Deepseek-v3-671B 607 7168 129280 1 1.53 L o Viermiogy Reguiremments
Qwen2-78 231 3584 152064 2.36 g
Qwen2-72B 884 8192 152064 1141 ! 4+
Llama3-7B 234 4096 128000 i 2.24 i Z*
Llama3-708B 862 8192 128000 1 1.22 1t
Llama3-405B 3198 16384 128000 ' 0.66 L 0T ek 128k 256k
Mixtral-8x228B 355 6144 32768 0.57 Vocabulary Size
Mixtral-8x78B 212 4096 32768 0.63 [F8mput Layer FHOutput Layer |

Ratio for Gemma2-9B
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Without Layer Redistribution With Layer Redistribution
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Time >
Partition Vocabulary Layer to All Devices
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Parallelism Device 2

- AR R Asoftmax,

Device 4
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I Softmax{it{t

Online-softmax (Milakov & Gimelshein, 2018):
HEARTE B IRE L MsoftmaxfE i X IRZF

Device 1
Device 2
Device 3
Device 4

Time

Device 1
Device 2
Device 3
Device 4

Time

Forward Matmul
Forward Matmul
Forward Matmul
Forward Matmul

—

Forward Matmul
Forward Matmul
Forward Matmul
Forward Matmul

—

Softmax (local)

Softmax (local)

Softmax (local)
(

Softmax (local)

Backward Matmul
Backward Matmul
Backward Matmul

Backward Matmul

Backward Matmul
Backward Matmul
Backward Matmul

Backward Matmul

Backward Matmul
Backward Matmul
Backward Matmul

Backward Matmul

Backward Matmul
Backward Matmul
Backward Matmul

Backward Matmul
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BAMFRREHEETTEFAS pass, RIFEETEFAT pass, A% FHA]
A USR] 5 B iR K T R E X R

Device 1 S ‘
Device 2 S
Device 3 ... s s

Device 4 | o
Time -

IBHE LK E X K&, FFS/T passF AjR/KZk 5



fRE TR &iie

S sea



Eri2:

o AI=NTI{EFFIETF GitHub - sail-sg/zero-bubble Starred 411
e Vocabulary ParallelismFFJ&FGitHub - sail-sg/VocabularyParallelism
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() torchtitan Megatron-DeepSpeed 7/.3/.7

@ Colossal-Al
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https://github.com/sail-sg/zero-bubble-pipeline-parallelism
https://github.com/sail-sg/VocabularyParallelism

| Deepseek-v3rh i i

ot 0 1
| }, | <f}__4 e |:D:| 1 3
F B w 2 § 3

Fieure 1 Computaion Grh for ML himera (backward is 2x workload of forward)
B-W split (Zero Bubble)

Device 0 7 ]
Device 1
Device 2
Device 3
Device 4
Device 5
Device6 |
Device 7

Time

- Forward - Backward . Backward for input . Backward for weights _ Overlapped forward & Backward

DualPipe (Deepseek-v3)
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Ml g D DualPipeFFiRfE, BEA1RHT —
: s B BiEX, 5

s - DualPipe L SCA] LRI LAXT 3
F FH BT (Cut-in-half), BB IE
o . PPRE—2SHEN

e 7 B i - Cut-in-half &£ SL2V-ZBTEEP
; - 75T R4

O O O O
e @ & O
s £ s =
w N = O

O O O O
e @ & O
s S s =
N o o »
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DualPipeV
DualPipeV is a concise V-shape schedule derived from DualPipe using a "cut-in-half" procedure, introduced by C u t— | n - h a |f D e e p S e e k x A I-'I

Sea Al Lab as "Cut-in-half" in their blog post. Thanks to them for this efficient schedule!

Schedules % %Dualplpev

Device o [0]1]2]3[4[5[6 [
Device 1
|

1
lo

[1]2]s]s] [s
lof1]2] [s] |4

Time

| 1|7 5B 2 |8 <8 3 |9 : 4 g 5 6 7| [8]7]e] [8]e
0 3 2 3 4 | 116 207 3 |8 4 (9 5 6 i 8 9 8 9 .
B reves B sacers = T N https//zh uan|an_zh|hu.com/p/2
* https://github.com/deepseek-ai/DualPipe 69 1554733 1
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09 Zero Bubble Pipeline Parallelism Paper Links:
Extren'iLTF:]’;ﬁghput - arxiv.org/abs/2401.10241
- arxiv.org/abs/2405.15362
PP with Controllable Memory - arxiv.org/pdf/2411.05288
Vi Memory - arxiv.org/abs/2503.01328
% V°CabUlah:3Lfs'::r235“9“3m Open source: github.com/zero-bubble

Balanced Workload
Email: wanxy@sea.com

PipeOffload

ICML’ 25
Scalability WeChat: ufotalent



https://arxiv.org/abs/2401.10241
https://arxiv.org/abs/2405.15362
https://arxiv.org/pdf/2411.05288
https://arxiv.org/abs/2503.01328
http://github.com/zero-bubble
mailto:wanxy@sea.com

