Satori: Reinforcement Learning with Chain-of-Action-Thought
Enhances LLM Reasoning via Autoregressive Search

—-—

: Maohao Shen'’, Guangtao Zeng?, Zhenti
= hang -Wei Hong!, Zhenfang Che 4, Wei Lu?

= ~., [):
-~ .li| . = -]

0
t




Background: LLM Reasoning

LLM reasoning is a thought process of tackling a tricky problem using multiple intermediate reasoning
steps, e.g., through the Chain-of-Thought (CoT) technique.

“Regular’ LLMs “Reasoning” LLMs
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A Visual Guide to Reasoning LLMs. [Grootendorst, 2025]



Prior Work

The recent work on improving LLM reasoning can be categorized into three major types,

e Distillation: handcraft high-quality CoT dataset either through teacher model or human annotation.
e Search with external guidance: generates reasoning steps through prompting or verifier guidance.

e Self-improvement: Rely on reinforcement learning (RL) algorithms to improve.



Distillation

Distillation-based approaches focus on constructing high-quality CoT datasets and train base LLMs to
emulate teacher model’s reasoning behaviors.

O1 Journey-part 2 [1]: 10k-level samples distilled from ol API.

S1[2]: 1000 questions, responses generated by Gemini 2.0 Flash Thinking.

LIMO [3]: 817 questions, responses generated by DeepSeek R1, DeepSeekR1-Distill-Qwen-32B,
and Qwen2.5-32b-Instruct.

Dataset Generate SFT
Filtering Response Base LLM
— —) | Teacher LLM — —l Student LLM
Raw Filtered Distilled
Dataset Dataset Dataset

[1] O1 replication journey—part 2: Surpassing ol1-preview through simple distillation, big progress or bitter lesson? [Huang et al., 2024]
[2] s1: Simple test-time scaling. [Muennighoff et al., 2025]
[3] LIMO: Less is More for Reasoning.[Ye et al., 2025]



Prior Work: Search

Majority Vote (self-consistency).

Generate n answers
(each with reasoning steps)

A Visual Guide to Reasoning LLMs. [Grootendorst, 2025]
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Prior Work: Search

Best-of-N, select optimal answer based on a verifier (ORM).

(Coueston ) ®
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A Visual Guide to Reasoning LLMs. [Grootendorst, 2025]
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Prior Work: Search

Beam Search, keep track of intermediate steps with top reward score (from PRM).
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A Visual Guide to Reasoning LLMs. [Grootendorst, 2025]



Prior Work: Search

MCTS, algorithm of AlphaGO
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A Visual Guide to Reasoning LLMs. [Grootendorst, 2025]



Prior Work: Self-improvement

STaR, SFT on self-generated reasoning trace.

Generate triplet lraining_] data

e [Question, Reasoning, Answer]

data
Supervised | ==
Fine-tuning « ﬁ

Generate
reasoning +

Incorrect answer

"
<« LLM Question —

Generate reasoning only
(“why is this answer correct?”) Provide “hint”

(the correct answer)

A Visual Guide to Reasoning LLMs. [Grootendorst, 2025]
STaR: Bootstrapping Reasoning With Reasoning. [Zelikman et al., 2022]



Prior Work: Self-improvement

.........................................

-R1- i i Use <think> for reasoning and
DeepSeek-R1-Zero, purely relies on RL. Systemprompt & 20 e for aneweng,
® GRPO User prompt [ e.g., LeetCode problems ]
1
® Rule-based reward DeepSeek-V3-Base

® Formatreward ¢ <Format> reward

(is <think> used?) > 09

(is <answer> used?)
» 0.2

® Perform RL directly on base model

RL
e ) (iteratively update
- ———> 07 model based on
does it pass unit tests? rewards)

Accuracy reward
(rule-based verification)

Updated Model

(after convergence,
A Visual Guide to Reasoning LLMs. [Grootendorst, 2025] produces the final model)
DeepSeek-R1: Incentivizing Reasoning Capability in LLMs via Reinforcement Leaming. [Guo etal, 2025]

DeepSeek-R1-Zero




Prior Work: Self-improvement

Drawbacks of DeepSeek-R1-Zero?
® Mixing of language
® Poor readability

® Unable to control thinking behavior

A Visual Guide to Reasoning LLMs. [Grootendorst, 2025]
DeepSeek-R1: Incentivizing Reasoning Capability in LLMs via Reinforcement Leaming. [Guo etal, 2025]
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Prior Work: Self-improvement

DeepSeek-R1, cold start + RL.

® Step-1: SFT DeepSeek-V3-Base on long CoT with reflection and verification,

DeepSeek-V3-Base

Supervised : 5,000 high-quality

fine-tuning M reasoning samples
v

DeepSeek-V3-1

A Visual Guide to Reasoning LLMs. [Grootendorst, 2025]
DeepSeek-R1: Incentivizing Reasoning Capability in LLMs via Reinforcement Leaming.[Guo etal, 2025]



Prior Work: Self-improvement

DeepSeek-R1, cold start + RL.

® Step-2: Reasoning-oriented RL (same as DeepSeek-R1-Zero),

DeepSeek-V3-1

<Format> reward

(is <think> used?)

Reasoning P 09

is <answer> used?)
( » 0.2

icy reward

does it compile? o RL
- > = .7 | (iteratively update
does it pass unit tests? ik rodel based of

rewards)

Language reward
(is the language consistent?

» 0.5

DeepSeek-V3-2

A Visual Guide to Reasoning LLMs. [Grootendorst, 2025]
DeepSeek-R1: Incentivizing Reasoning Capability in LLMs via Reinforcement Leaming. [Guo etal, 2025]



Prior Work: Self-improvement

DeepSeek-R1, cold start + RL. Reasoning samples Non-reasoning samples
® Step-3-I: extract high-quality reasoning data l|| |||
® Step-3-II: collect non-reasoning data DeepSeek-V3-2 DeepSeek-V3

Sample I” Sample (mostly)

! non-reasoning

200.000 non-reasoning samples

D eep See k'V3 (writing, factual QA, self-cognition,

translation, etc.)

Reasoning '
(based on true and

e M

v
600.000 reasoning samples

800.000
A Visual Guide to Reasoning LLMs. [Grootendorst, 2025] I samples
DeepSeek-R1: Incentivizing Reasoning Capability in LLMs via Reinforcement Leaming. [Guo etal, 2025]

Judge sampled data




Prior Work: Self-improvement

DeepSeek-R1, cold start + RL.

® Step-4: SFT on base model again.

DeepSeek-V3-Base

Reasoning lll

Supervised + [EJIoXoaTe] high-quality reasoning and

fine-tuning m non-reasoning samples
v ond

DeepSeek-R1

DeepSeek-R1: Incentivizing Reasoning Capability in LLMs via Reinforcement Leaming. [Guo etal, 2025]

A Visual Guide to Reasoning LLMs. [Grootendorst, 2025]



Prior Work: Self-improvement

DeepSeek-R1, cold start + RL. DeepSeek-R1

® Step-5: Second round of RL training l <Format> reward
: (is <think> used?) ., "™
. R » 0.
® Rule-based reward for reasoning 09
® Preference-based alignment m (s <answer> used?) o AL
(iteratively update
does it compile? model based on
does it pass unittests? 07 Penveeen)
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—» | RM - 0.5
Preference rewards
Helpfulness
Harmlessness

Human preference

DeepSeek-R1

_ _ _ The final model
A Visual Guide to Reasoning LLMs. [Grootendorst, 2025]
DeepSeek-R1: Incentivizing Reasoning Capability in LLMs via Reinforcement Leaming. [Guo etal, 2025]



Prior Work: Conclusion

There are pros and cons to existing works.

e Distillation: simple and effective, but expensive to collect high-quality CoT data.

e Search with external guidance: no training required, but need deploy two models, expensive
inference costs.

e Self-improvement (RL): strong performance with little supervision, but requires scaling up both
model size and training data.



Training LLMs with Autoregressive Search Capability

Our goal is to develop an 01 and R1 style strong reasoning LLM with autoregressive search capabilities,
l.e., a single LLM performs an extended reasoning process with self-reflection and self-exploration of
new strategies.

e Self-Reflection: LLM stops reasoning and reflects on whether it makes a mistake or not.

e Self-exploration: For complicated tasks, LLM can explore different reasoning paths and propose a
better approach to solve the problem.



LLM as an agent’s policy

We formulate LLM reasoning as a sequential decision-making problem, where reasoning is a process of
constructing and refining an answer step by step.

LLM: Agent's policy ms

Reasoning step: action y,

Input context: initial state =

Input context + reasoning steps: current states 2 = {T, Y, Y2, .--,Y;}
Reward: the correctness of the final answer{y, = y*}

The LLM starts with an input context (initial state), generates a reasoning step (action), and updates the
context (next state). We aim to train the LLM to reason using RL, such that it can generate reasoning
steps that maximize the expected reward.



Core Idea: Chain-of-Action-Thought reasoning (COAT)

Q: How to enable the LLM to determine when to reflect, continue, or explore alternative solutions
without external intervention?

Chain-of-Action-Thought (COAT) reasoning:

e <|continue|>: encourages the LLM to build upon its current reasoning trajectory by generating the
next step.

e <|reflect|>: prompts the model to pause and verify the correctness of prior reasoning steps.
e <|explore|>: signals the model to identify critical flaws in its reasoning and explore a new solution.



Challenge: How to enable COAT reasoning?

A standard LLM is not able to perform COAT reasoning. Achieving this will encounter two key challenges:..

Unawareness of meta-action tokens: Without training, the LLM doesn't recognize that encountering
special meta-action tokens may require reflection or proposing alternative solutions.

Long horizon and sparse rewards: Reasoning requires long-term decision-making with rewards only
at the end, the LLM must take many correct reasoning steps before receiving rewards, and failures
force it to restart from the initial state. This makes learning difficult because rewards are scarce,
yet rewards are essential for driving RL progress.



Training Framework: Format Tuning + RL

We propose a two-stage training framework:
Format Tuning via Imitation Learning: Learn COAT reasoning format by emulating the behavior of

a multi-agent system. (small number of demonstration trajectories)
Self-improve via RL: Train LLM to self-improve and incentivize its self-reflection capability. (large

number of training data, but with only ground-truth final answer).

Stage 2 Self-improvement

Stage 1: Format Tuning
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Format Tuning: Multi-agent Data Synthesis Framework

We propose a multi-agent (generator & critic) framework to synthesize demonstration trajectories.
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Restart and Explore (RAE)

Inspired by Go-Explore, we train the LLM policy to reason not only from the problem statement but also
from intermediate steps sampled from past trajectories. Algorithm 1 Restart and Explore (RAE)

input Dataset D = {(z®,y*®)}7_,; LLM policy m after
format tuning; maximum back-track steps 7'

Receive > Initialize Df,,,, < 0; Initialize D, « 0
. Reward fori=1,2,...,ndo
Classical x > Given input problem x(*), sample 7y and collect multiple
Rollouts initial trajectories.
\/ > Randomly select one correct trajectory g and one incorrect
LLM trajectory 4.
PO”CV > Randomly backtrack last ¢ < T actions from ¢ and 4.
> Obtain intermediate states at time-step L — t, 2] , =
@@ 1T, Tl 2 = [0, 0, Fa 5 B
> Add “reflect” special token to trigger self-reflection action,
RAE Rollouts X 2, = @9, G5, ... <Ireflect 3]z, =
@, 57, % 5 Pp_p < |reflect |>].
<|explore|> V > Update Dyl < Dbt Y 27— 5 Drestart ¢ Drestart U 21 -
Receive end

Reward Diestart = {2}, UDEar U Diyegtane-

output Augmented initial states dataset Diegpart-

Go-explore: a new approach for hard-exploration problems. [Ecoffet et al., 2021]



Reward Design

Reward is the key for RL training. We design the reward function as follows,
e Rule-based Reward: evaluates the correctness of the final answer,
rrue(Yr, ¥*) = 1y, =y — 1 € {-1,0}
e Preference Bonus: Outcome Reward Model (ORM) o (ry(z, &)
e Reflection Bonus: to further encourage the model’s self-reflection behavior.
e Obtain a bonus if the model starts from an incorrect state and successfully solves the problem.
e Obtain a penalty if the model starts from a correct state but fails to solve the problem.
B ifz € Diggan and g, = y*,

Tbonus(z, g) - 7ﬁ if z € ,‘Dljc_start and y, 7é Yy,
0 otherwise,

Final Rewards: Combine the three rewards,

r(2,9) = rre(Fr, ¥*) + 0 (r4(2,9)) + roonus(2, 9)



lterative Self-improvement

Inspired by Kickstarting, after each round of RL training, we distill the knowledge of the current teacher
policy into the student model (base LLM) through supervised fine-tuning. Starting from the newly fine-
tuned LLM, we then perform another round of RL training.

SFT RL Generate
Base LLM . Training . Response
— Satori-FT —p | Satori-ROUNAL | —
COAT ________————’ Distilled
Dataset ___——“—_ Dataset
Base LLM =T
Naggts~" "5t RL

Base LLM . Training .
— Satori-FT-2 | ==——p | Satori-Round?2

Distilled
Dataset



Math Reasoning

Satori-Qwen-7B achieves SOTA performance and outperforms Qwen-2.5-Math-7B-Instruct, which
uses the same base model.

After round-2 training, Satori-Qwen-7B (Round 2) demonstrates even stronger performance on hard
tasks.

Scale Model GSM8S8K MATH500 OlympiadBench AMC2023 AIME2024 Avg.
GPT-40 / 60.3 43.3 / 9.3 /
ol-preview / 85.5 / 82.5 44.6 /

Large Llama-3.1-70B-Instruct 94.1 68.0 294 425 13.3 49.5
OpenMath2-Llama3.1-70B 94.1 71.8 30.1 45.0 13.3 50.9
QwQ-32B-Preview 95.5 90.6 61.2 77.5 50.0 75.0
Llama-3.1-8b-Instruct 84.4 51.9 15.1 22.5 3.3 35.4
OpenMath2-Llama3.1-8B 90.5 67.8 28.9 375 6.7 46.3
NuminaMath-7B-CoT 78.9 54.6 159 20.0 10.0 35.9

Small Qwen-2.5-7B-Instruct 91.6 75.5 35.5 52.5 6.7 524
Qwen-2.5-Math-7B-Instruct 95.2 83.6 41.6 62.5 16.7 59.9
Satori-Qwen-7B 93.2 85.6 46.6 67.5 20.0 62.6

Satori-Qwen-7B (Round 2) 93.9 83.6 48.5 72.5 23.3 64.4




General Domain Reasoning Benchmarks

® Trained only on math datasets, Satori-Qwen-7B exhibits strong transferability across diverse out-of-
domain reasoning benchmarks and outperforms Qwen-2.5-Math-7B-Instruct by a large margin.

® Despite not being trained in other domains, Satori-Qwen-7B achieves performance comparable to or
exceeding other small-scale general instruct models.

Scale Model FOLIO BGQA CRUXEval StrategyQA TableBench STEM Avg.
Llama-3.1-70B-Instruct 65.0 58.3 59.6 88.8 342 61.7 61.3
Large OpenMath2-I.lama3.1-70B 68.5 68.7 35.1 95.6 46.8 15.1 55.0
QwQ-32B-Preview 84.2 71.1 65.2 88.2 51.5 71.3 71.9
Llama-3.1-8b-Instruct 63.5 50.3 38.5 92.2 324 43.4 534
OpenMath2-I.1ama3.1-8B 57.1 49.0 11.1 84.4 34.2 10.9 41.1
NuminaMath-7B-CoT 53.2 44.6 28.0 77.8 29.1 11.3 40.7
Small Qwen-2.5-7B-Instruct 72.4 53.0 58.1 91.3 43.2 57.1 62.5
Qwen-2.5-Math-7B-Instruct 68.9 51.3 28.0 85.3 36.2 45.2 52.5
Satori-Qwen-7B 71.4 61.8 425 86.3 43.4 56.7 60.4

Satori-Qwen-7B (Round 2) 72.9 58.5 41.1 90.4 44.6 57.4 60.8




® COAT Training v.s. CoT Training: Qwen-2.5-Math-7B trained with COAT reasoning format
outperforms the same base model but trained with classical CoT reasoning format

Model GSMS8K MATHS00 Olym. AMC2023 AIME2024
Qwen-2.5-Math-7B-Instruct 95.2 83.6 41.6 62.5 16.7
Qwen-7B-CoT (SFT+RL) 93.1 84.4 42.7 60.0 10.0
Satori-Qwen-7B 93.2 85.6 46.6 67.5 20.0

® Satori exhibits self-correction capability: RL can truly incentivize self-correction capability.

In-Domain Out-of-Domain

MATHS500 OlympiadBench MMLUProSTEM
T—-F F—-T T—F F—-T T-—=F F—T

Satori-Qwen-7B-FT  79.4% 20.6% 65.6% 34.4%  59.2% 40.8%
Satori-Qwen-7B 39.0% 61.0% 421% 579% 46.5% 53.5%

Model




Analysis

® RL Enables Satori with Test-time Scaling Behavior:

(1) RL training increases response length (2) Use more test-time compute to tackle more
challenging problems
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Analysis

® Scaling RL is more effective than scaling SFT:

Satori-Qwen-7B (10K FT data + 300K RL data) outperforms the same base model Qwen-2.5- Math-7B
trained with 300K FT data (w/o RL) across all math and out-of-domain benchmarks.

(In-domain) GSMSK MATHS500 Olym. AMC2023 AIME2024
Qwen-2.5-Math-7B-Instruct  95.2 83.6 41.6 62.5 16.7
Satori-Qwen-7B-FT (300K) 92.3 78.2 40.9 65.0 16.7
Satori-Qwen-7B 93.2 85.6 46.6 67.5 20.0
(Out-of-domain) BGQA CRUX STGQA TableBench STEM
Qwen-2.5-Math-7B-Instruct  51.3 28.0 85.3 36.3 45.2
Satori-Qwen-7B-FT (300K) 50.5 29.5 74.0 35.0 47.8

Satori-Qwen-7B 61.8 42.5 86.3 43.4 56.7




Analysis

® \Weak to strong generalization: Distilling a stronger reasoning model can enhance the reasoning
performance of weaker base models. Efficient approach: (1) train a strong reasoning model through
small-scale FT and large-scale RL; (2) distill the strong reasoning capabilities of the model into weaker
base models.
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Demo Examples




Mathematical Reasoning (from AIME2024)

Problem:

Every morning Aya goes for a 9-kilometer-long walk and stope at a coffee
shop afterwards. When she walks at a constant speed of & kilometers per
hour, the walk takes her 4 hours, including ¢ minutes spent in the coffee
shop. When she walks s + 2 kilometers per hour, the walk takes her 2 hours
and 24 minutes, including ¢ minutes spent in the coffee shop. Suppose Aya
walks at 5 + } kilometers per hour. Find the number of minutes the walk
takes her, including the ¢ minutes spent in the coffes shop.

Satori's Response:

First, we determine the time Aya spends walking when she walks at a
spead of 8 kilometers per hour. The total time for the walk including the
time spent in the coffee shop is 4 hours. Therefore, the time spent walking
is:

t
4- & hours

Since the distance of the walk i 0 kilometers, we can write the equation:

(-2

Next, we determine the time Aya spends walking when she walks at a
speed of s + 2 kilometers per hour. The total time for the walk including the
time spent in the coffee shop ks 2 bours and 24 minutes, which is equivalent
to 2.4 hours. Therefore, the time spent walking is:

t
24 - &0 hours

Since the distance of the walk i 0 kilometers, we can write the equation:

{s+2}(2.d— E—‘n) -9

‘We now have a system of twe ations:
Lafa-g)=02 (s +2) (24— &) =0
Let’s solg these equations step by step. First, expand both equations:
5 -&£=9
&

2 2434+ 48— ;T; = % = 0 Subtract the first equation from the second
equation to eliminate Jf:
(24s 48— 2 _ 2y (ds——}_g 9

60 60
2ds+48—ds— 2—;:

—L6is d.&— — =l1
i G

—16s+48=—
—0fis + 288 = 2t
t =144 — 48s

Substitute £ = 144 — 483 back into the first equation:

144 — 48s
4- 2"y
‘( 0 )

144 dBs
‘("‘E’fﬁ):g

s(d—z.ug) =9
5
ds

s(l.6+ E) =9

45 _ such s ving a system of equations with time spent in the coffee
SCEa T shop included.
As? Let's switch to a new solution. First, calculate the walking
B+ — =45 times for the given speeds without considering the time spent in
5

the coffee shop, and then use the difference in total times to find
the time spent walking at the new speed.

Let t,, be the time Ava spends walking when she walks at s kilometers
per hour. We know:

405 + 457 = 225
45+ 405 — 225 =0
Solve the quadratic sq‘uanon using the quadratic formula s = “*“; =dag

where a = 4, b= 40, and e = —225: ER ]
9
A0+ /0% — 4 =
When she walks at &+ 2 kilometers per hour, the time spent walking is:
—dﬂd:\/ 9
5+2
_ M The difference in walking times is:
9 9
—40 £ 204713 - —
- 0B e

Simplify the left side:

10 £+ 513

T s +2)-9 18 _ o
Sinee s must be positive, we take the positive root: a{a+2) T a{e+2)
—10+ 5,13 s{s+2)=— =1125
- 2

&+ 26— 1125=10

Now, we need to find the time Aya spends walking when she walks at 2 speed PR (0 QRO Co T (D 0 GROEsh femh 0 =

of & + ! kilometers per hour. The time spent walking is:
Ta

g
P 2+ d6 227
i =
2 2
Substitute s = ;u:%aﬂ__ Since & must be positive, we have:
apl_cl0+6VIE 1 04513 = —ag
3 B 2 z
The time spent walking is: Now, find the time spent walking at s + 1 = 3 kilometers per hour:

8 18
=B 9 +5/13
Rationalize the denominator:

]
Time spent walking = 5 =3 hours
Convert 3 hours to minutes:

3 hours = 180 minutes

13 —8-5/13 Since ¢ minutes are spent in the coffee shop, the total time is:
—0+5/13 —0-5/13 180+t
_ 18(-8-5¢13) - .
Rl _ 325 From the original equations, we know:
_ 18{-0-513) . A
e 25(d- o) =9
_ 9(9+5/13) _ 81+ 4513 2.5t
=TTm T am - =2
The total time for the walk including the time spent in the coffee shop 24t =1
is: 60
2.5t =60
s1+4s\.f13 144 — -1s =10, 5/0% =0
122
Therefore, the total time is:
After simplifying, we find that the total time is 3 hours and 12 minutes. » Hue Fotal e s
Therefore, the number of minutes the walk takes her, including the ¢ minutes 180 + 24 = 204

apent in the coffee shop, is:
The number of minutes the walk takes her, including the £ minutes spent

in the coffes shop, ia:
204

ch to solving



Mathematical Reasoning (from MATH)

Problem:
In the diagram, the four points have coordinates A(0, 1), B(1.3), C(5,2), and D(4,0). What is the area of quadrilateral ABCD?

[eey]

// draw axis

real louw = -1; real high =

drau((low, o)--mg, o, Arrov) drau((0, low)--(0, high - 1.5), Arrow);
label(\"$x$\", (high, 0), E); label(\"$y$\", (0, high - 1.5), W);

// draw quadrilateral

pair a = (0, 1); pair b = (1, 3); pair ¢ « (5, 2); pair d = (4, 0);
drau(a--b--c-~d--cycle);

uh-l](\'SAt\" a, W); label(\"$BS\", b, ¥); label(\"$CS\", c, E); label(\"$DS\", d, 5);
[/asy.

Satori’s Response:

To find the area of quadrilateral ABCD with vertices A(O l), B(1,3), C(5.2). and D(4.0), we can use the Shoelace Theorem (also known as Gauss's area formula for polygons). The Shoelace Theorem states that for a polygon
with vertices (1, 1), (£2,62). - - (2o, ). the area A is given

=
4=3 D (raisr — izis1) + (@t — yara)
=1

First, we list the coordinates of the vertices in order: A(0,1), B{1,3), C(5,2), and D(4.0).
We apply the Shoelace Theorem:

= §|(0~3+1»2+5-D+4-l)-(l-1+3-5+2-4+0»0J]
Calculate the sum of the products of the coordinates:

Sum of Zipis1 =0-3+1:245-0+4-1=0+24+0+4=6
Sum of pizip1 =1-14+3.54+2-44+0-0=1+15+8+0=24

Substitute these sums into the Shoelace Theorem formula:

Therefore, the area of quadrilateral ABCD is:

Wait. Let’s clarify this. The application of the Shoelace Theorem is correct, and the calculations for the sums of the products of the coordinates are accurate, leading to the correct area of
Let’s verify the calculation using another method, such as dividing the quadrilateral into two triangles and finding the area of each triangle.

First, we find the area of triangle ABD:

- vertices: A(0,1), B(1,3). D(4,0)

Using the formula for the area of a triangle with vertices (z1,1). (2. y2), and (zs. 1)

1
Area =2 |21y — ya) + za(ws — 1) + za(s — )|
For triangle ABD:

1 1 1 9
Areaasp = 5 0(3-0) + 10— 1) +4(1-3)| = S j0—1-8| =7 |-0| = ]

Next, we find the area of triangle BCD:
- vertices: B(1,3), C(5,2), D(4,0)
Using the same ula:

Avipai= %|1(2-o)+5(o-3)+4(3-2)|= ’5|2- 1544 = %|—9|=‘2-’
Finally, we add the areas of the two triangles to get the area of quadrilateral ABCD:

Areapop = Areaspp + Areapep = g +-=9
Thus, the area of quadrilateral ABCD is indeed:

[l



Domain-specific Reasoning (from MMLUPro - Economics)

Problem:
What does the Harrod-Domar model, taken with the Kevnesian theory of savings, imply for the growth rates of poor conntries?
{A) Rich and poor countries will experience the same growth rates regardless of savings rates
{B) Poor countries will have Auctuating growth rates independent of savings
{C) The level of technology determines growth rates, not savings

%D% The level of income has no impact on savings

E)} Savings have no correlation with growth rates in any country

(F] Rich countries will have low growth rates

(G} Poor countries will have high growth rates

&H] High levels of savings will always lead to high growth rates

I} Poor countries will have low growth rates

{1y Poor countries can achieve high growth rates regardless of investment levels

Satorl"s Response:

The H.nnng Domar model is an economic medel that relates the growth rate of an economy to its savings rate and its capital-output ratio. The medel suggests that the growth rate of an economy is determined by the ratio of
savings to l:apn.n] and that this ratio is influenced by the capital-output ratl.o

Wait. L es the growth rate to the savings rate and the capital-output ratio, which is a correct starting point for analyzing the growth rates of
Poor count

The Harrod-Domar model states that the growth rate g of an economy is given by:

’s clarify this. The Harrod-Domar model indeed rels

_ &
=%

where s ia the sa\lin@s rate and ke is the capital-output patic.

Wait. The explanation of the Harrod-Domar model is correct but the step does not directly address the implications for poor countries in the context of the Keynesis

Let's switch to a new solution. Start by explaining how the Harrod-Domar model, when combined with the Keynesian theory of savings, suggests that higher savings rates in poor cuu.ntries can lead
to higher growth rates due to inereased investment.

e Harrod-Domar medel suggests that the growth rate of an economy i= determined by the ratio of savings to capital. According to the Keynesian theory of savings, countries with higher savings rates will have more funds

a'vaﬂabl.e for investment.

In poor countries, where the capital stock is often lower relative to their population, a higher savings rate can lead to a higher capital stock over thme. This increase in capital stock can then support higher levels of output and,
consequently, higher growth rates,

Wait. The explanation does not directly address the options provided in the question, which are specific to the growth rates of poor countries.

Let's awitch to a new solutlon. Analyze each option to determine which one best fits the implications of the Harrod-Domar model and the Keynesian theory of savings for poor countries.

Let's re-evaluate the options given:

{A) Rich and poor countries will experience the same growth rates regardless of savings rates.

- This is not true because the Harrod-Domar model suggests that growth rates are determined by the savings rate and the capital-output ratio, which can differ between rich and poor eountries.

{B) Poor countries will have fluctuating growth rates independent of savings.

- This is not supported by the Harrod-Domar model, which suggests that growth rates are directly related to savings rates.

{C) The level of technology determines growth rates, not savings.

- This iz not true aceording to the Hareod-Domar medel, which explicitly states that growth rates are determined by the savings rate and the capital-output ratio.

(D) The level of income has no impact on savings.

- This iz not true according to the Keynesian theory of savings, which suggests that higher income can lead to higher savings,

{E) Savings have no correlation with growth rates in any country.

- This iz not true according to the Hareod-Domar medal, which shows a direct relationship between savings and growth.

(F) Rich countries will have low growth rates.

- This iz not necessarily true. Rich countries may have higher growth rates if they have high savings rates and a low capital-output ratio.

(G} Poor countries will have high growth rates.

- This is not necessarily tene. Poor countries may have lower growth rates if they have low savings rates and a high capital-output ratio.

{H) High levels of savings will always lead to high growth rates.

- This is not true because the Harrod-Domar model also considers the capital-output ratio. High savings rates alone are not sufficient for high growth rates.

(I) Poor countries will have low growth rates.

- This iz a possible implication, but it depends on the specific savings and caputal-nut.put ratios of poor countries.

{1y Poor countries can achieve high growth rates regardless of investient le

- This iz not true according to the Hareod-Domar medel, which suggests tha.t hlgh growth rates require high savings rates and a low capital-output ratio.

Given the analysis, the most accurate statement based on the Harrod-Domar model and the Keynesian theory of savings is that poor countries can achieve high growth rates if they have high savings rates and a low capital-output
Tatio.

Therefore, the final answer is: [1].




DeepSeek-R1 v.s. Satori, similarity and difference?

Training Pipeline

SFT Data
Synthesis

Response
Format

RL

DeepSeek-R1

Cold start SFT + Large-scale RL

Prompting + Human annotation (?)

Implicit definition of actions: Emerge from
RL (?), provided in SFT data.

GRPO + Format bonus

Satori

Format Tuning + Large-scale RL

Multi-agent

Explicitly define reflection and
exploration, triggered by special
tokens.

PPO + RAE + Reflect bonus



Discussion

Secret recipes to achieve autoregressive search?

® LLMs learn a special reasoning format (backtrack, reflection, self-correct, exploration, etc.)
Human annotation

Prompting base model

Multi-agent synthesis

MCTS + PRM

Distill from R1, o1

® Encourage LLMs to use such a format to tackle tasks through RL.

O  Specific RL algorithms may not be the most important.

O O O O O

O Reward design is essential (avoid hacking).
O Data size and quality matter.
O

Training compute, the longer the better.

@)

Model size matters.
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